
CSCE 689: Special Topics in Advanced NLP

Fall 2026

Lecture 15: Model Interpretability, Model Steering

Kuan-Hao Huang



Course Project – Midterm Report

• Due: 11/5

• Page limit: 4 pages (excluding reference)

• Format: ACL style

• The report should include

• Introduction to the topic you choose and problem definition

• Related literature and overview of existing progress and challenges

• Proposed solutions, novelty, and expected contributions

• Evaluation metrics

• Planned implementation details, including dataset, models, codebases, etc.

• Current progress (preliminary results, baseline results, etc.)

• Next steps and expected timeline
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https://2023.aclweb.org/calls/style_and_formatting/


Model Explainability and Interpretability
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Hello! Could you help me reserve a table 
at the “The Best” restaurant for tomorrow 
at 12pm? 

Of course! I’ve reserved a table at the 
“The Best” restaurant for tomorrow at 
12pm.

I generate this response is because I saw 
you mention reserve, one restaurant 
name, and one specific time. Therefore…

Hello! Could you help me reserve a table 
at the “The Best” restaurant for tomorrow 
at 12pm? 

Of course! I’ve reserved a table at the 
“The Best” restaurant for tomorrow at 
12pm.

I generate this response is because I saw 
you mention tomorrow. It is usually 
strongly related to restaurant reservation.

Provide additional information to decide if we should trust the answers
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Extractive Rationales

• Rationales: short snippets in inputs that support outputs
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Extractive Rationales

• Pipeline model
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In this movie, the acting is great …

0.51  0.12  0.87  0.66  0.43  0.22  0.95

Model 𝑃 𝑧 𝑥) = 𝑔(𝑥) 



Extractive Rationales

• Pipeline model
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In this movie, the acting is great …

1        0       0       1        0        0       1

Thresholding to get 𝑧

In the great … 

Generate rationale



Extractive Rationales

• Pipeline model
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In this movie, the acting is great …

1        0       0       1        0        0       1

Thresholding to get 𝑧

In the great … 

Generate rationale



Examples
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Gradient-Based Explanations
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The storyline is boring, but the actors are great. ℒ 𝑦, 𝑓 𝑥

𝜕ℒ 𝑦, 𝑓 𝑥

𝜕𝑥𝑖 2

Gradient Norm (↑)

𝜕ℒ 𝑦, 𝑓 𝑥

𝜕𝑥𝑖

⊤

𝑥𝑖

Gradient Norm x Input (↑)



Leave-One-Out Word Importance
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The storyline is boring, but the actors are great. ℒ 𝑦, 𝑓 𝑥

The storyline is [mask], but the actors are great. ℒ 𝑦, 𝑓 𝑥′

ℒ 𝑦, 𝑓 𝑥′ − ℒ 𝑦, 𝑓 𝑥



Examples
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Attention?
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Experiments

• Correlation between attention-based and gradient-based/leave-one-out
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Permutate Attention Weights
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Adversarial Attention Weights

16
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Uniform Attentions

• If attention models are not useful compared to very simple baselines, there 
is no point in using their outcomes for any type of explanations
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Training an Adversary

• Attention distribution is not a primitive

• We need to re-train for adversarial attention weights
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Neurons and Activations
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Activation Functions
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Interpreting Neurons
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Linear Combinations of Neurons as Concepts

• Humans are biased towards simple and clear concepts

• Sweet, spicy, salty, sour, …

• A few strong responses
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Decomposing Activations

• Many neurons respond to mixtures of concepts

• 10% sweet + 50% spicy + 40% sour

• Many weak responses
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Decomposing Activations with Sparse Autoencoders
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Example
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https://transformer-circuits.pub/2023/monosemantic-features



From Interpretability to Mechanistic Interpretability

• Behavior → Mechanism

• Correlation → Causality

• Components → Circuits

• Explanation → Reverse Engineering
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Model Steering
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Steering Vector
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Negative 1

Negative 2

Negative K

…

Positive 1

Positive 2

Positive K

…

Transformer Layer

Transformer Layer

…

Transformer Layer ℎ1
𝑁ℎ1

𝑃 Δ1

ℎ2
𝑁ℎ2

𝑃 Δ2

…

ℎ𝐿
𝑁ℎ𝐾

𝑃 Δ𝐾

𝑣𝑁→𝑃

Average

Steering Vector (Negative → Positive)



Steering Vector
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Steering Vector (Negative → Positive)

ℎ1
𝑁ℎ1

𝑃 Δ1

ℎ2
𝑁ℎ2

𝑃 Δ2

…

ℎ𝐿
𝑁ℎ𝐾

𝑃 Δ𝐾

𝑣𝑁→𝑃

Average



Steering Vector
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Inference Example

Transformer Layer

Transformer Layer

…

Transformer Layer

ℎ

Steering Vector (Negative → Positive)

𝑣𝐸→𝐶 ℎ𝑃



Model Steering
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Spherical Steering

35
Spherical Steering: Geometry-Aware Activation Rotation for Language Models, ICML 2026



Cylindrical Steering
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The Cylindrical Representation Hypothesis for Language Model Steering, ICML 2026



Weight Steering
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Chain of Thought (CoT)

38



Does Chain-of-Thought Really Provide Explanations?
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Questions?

40
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