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Course Project — Midterm Report

Due: 11/5

Page limit: 4 pages (excluding reference)
Format: ACL style

The report should include

- Introduction to the topic you choose and problem definition

- Related literature and overview of existing progress and challenges

- Proposed solutions, novelty, and expected contributions

 Evaluation metrics

- Planned implementation details, including dataset, models, codebases, etc.
- Current progress (preliminary results, baseline results, etc.)

- Next steps and expected timeline


https://2023.aclweb.org/calls/style_and_formatting/

Model Editing
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Locating and Editing Factual Associations in GPT

Kevin Meng* David Bau* Alex Andonian Yonatan Belinkov'
MIT CSAIL Northeastern University MIT CSAIL Technion — IIT



Rank-One Model Editing (ROME)

- Stepl: Locating the knowledge
- Causal tracing
- Step2: Editing the knowledge

- Rank-one editing



Knowledge Fact

- Knowledge fact

- (s, r,0): subject, relation, object

- The Eiffel Tower is located in Paris
- s: The Eiffel Tower
- r:is located in
« 0: Paris

- The Space Needle is in downtown Seattle
- s: The space needle
e r:isin

« 0: downtown Seattle



Causal Tracing (Activation Patching)

- Clean run

« The Space Needle is in downtown —> Seattle
- Corrupted run

« The [MASKED SUBJECT] is in downtown = ?
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Causal Tracing (Activation Patching)

- Where is the knowledge?

(a) Avg Indirect Effect of h ,-m over 1000 prompts (b) Avg Indirect Effect of MLP over 1000 prompts (c) Avg Indirect Effect of Attn over 1000 prompts
First subject token - 1st subj - Ist subj -
0.15 _ _ 0.15 _ 0.15
Middle subject tokens carly site Mid subj - early site Mid subj -
Last subject toketl . m 0.10 Lastsubj - 0.10 Lastsubj - 0.10
First subsequent token Ist after - 1st after -
Further tokens - Tt 05 Further - 0.05 Further HEdE 0.05
Last token - _ Last - Last - IIII
I I I I ] I I 3 I I I T I I I I 1 000 I Ll I I I I I I L) 000
0 5 101520 25 30 35 40  AlH Detajlin | 0 5 10 15 20 25 30 35 40  AIE 0 5 10 15 20 25 30 35 40  AIE

single patched layer within GPT-2-XL Figure 3 center of interval of 10 patched mlp layers center of interval of 10 patched attn layers



Rank-One Editing

- Localized Factual Association Hypothesis
- Memory is a key-value association
- Key: Space Needle, Value: Downtown Seattle
- Wk=v
- Knowledge editing = changing association
« Wk =v,4 2 Wk =v,,,
. Modify weight W = W + AW AW =uu' € Rank 1

minimize HWK — VH

such that Wk, = v,



Rank-One Editing

« How to decide v,?

Step 2: Choosing v, to Recall the Fact. Next, we wish to choose some vector value v, that encodes
the new relation (r, 0*) as a property of s. We set v, = argmin, £(z), where the objective £(z) is:

N
l — logP D P TP ! 4)
N Og G( (l* ) [O ’ ‘II’:.? +p] + KL G(mgi*)::z) [m ‘ p ] || G [33 ‘ p ] '
(a) Maximizing o™ probability (b) Controlling essence drift
(a) Fix k, by subject token
Space (C) ] (d) H
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: ' : f I* %1 I*
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T4 in} ¢ new - Y —_—— RH RD :
downtown 1+ (., v) Cr—+( 1 Paris :
- association — o

at layer [ (b) Optimize v, by object




Evaluation

« The Eiffel Tower is located in = Rome

 The city containing the Eiffel Tower is > Rome

« Other knowledge = Remain the same

- Score Efficacy Generalization Specificity Fluency Consistency
itor
ST ES 1 EM 1 PS 7T PM 1 NS 1 NM 71 GE 1t RS 1

GPT-2 XL 305 222(09) -48(0.3) 247(0.8) -5.0(0.3) 78.1(0.6) 5.0(0.2) 626.6(0.3) 31.9(0.2)
FT 65.1 100.0 (0.0) 98.8(0.1) 87.9(0.6) 46.6(0.8) 40.4(0.7) -6.2(0.4) 607.1(1.1) 40.5(0.3)
FT+L 66.9 99.1(0.2) 91.5(0.5) 48.7(1.0) 28.9(0.8) 70.3(0.7) 35(00.3) 6214(1.0) 37.4(0.3)
KN 35.6 28.7(1.0) -3.4(0.3) 28.0(09 -33(0.2) 72.9(0.7) 3.7(0.2) 570423 30.3(0.3)
KE 522 84.3(0.8) 339(09) 754(0.8) 146(0.6) 30.9(0.7) -11.0(0.5) 586.6(2.1) 31.2(0.3)
KE-CF 181 999(0.1) 97.0(0.2) 95.8(0.4) 59.2(0.8) 6.9(0.3) -63.2(0.7) 383.0(4.1) 24.5(04)
MEND 579 99.1(0.2) 70.9(0.8) 65409 122(0.6) 37.9(0.7) -11.6(0.5) 624.2(0.4) 34.8(0.3)
MEND-CF 149 100.0 (0.0) 99.2(0.1) 97.0(0.3) 65.6(0.7) 5.5(0.3) -69.9(0.6) 570.0(2.1) 33.2(0.3)
ROME 89.2 100.0(0.1) 97.9(0.2) 96.4(0.3) 62.7(0.8) 75.4(0.7) 4.2(0.2) 6219(0.5) 41.9(0.3)
GPT-J 236 163(1.6) -7.2(0.7) 18.6(1.5) -74(0.6) 83.0(1.1) 73(0.5) 621.8(0.6) 29.8(0.5)
FT 25.5 100.0 (0.0) 99.9 (0.0) 96.6(0.6) 71.0(1.5) 10.3(0.8) -50.7(1.3) 387.8(7.3) 24.6(0.8)
FT+L 68.7 99.6(0.3) 95.0(0.6) 47.9(1.9) 30.4(1.5) 78.6(1.2) 6.8 (0.5) 622.8(0.6) 35.5(0.5)
MEND 63.2 974(0.7) 71.5(1.6) 53.6(1.9) 11.0(1.3) 539(14) -6.0(0.9) 620.5(0.7) 32.6(0.5)
ROME 91.5 999(0.1) 99.4(0.3) 99.1(0.3) 74.1(1.3) 78.9(1.2) 5.2(0.5) 620.1(0.9) 43.0(0.6)
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MASS-EDITING MEMORY IN A TRANSFORMER

Kevin Meng'> Arnab

IMIT CSAIL

Sen Sharma® Alex Andonian!
’Northeastern University

(c) Scaling MEMIT to 10,000 Edits

Yonatan Belinkov'3
3Technion — IIT

Editing Score

o—-o-o—o—o—o—o—o—o—o—.—...._._\.

10 10" 10° 10° 10
Number of Edits

David Bau?

= MEMIT
ROME

—— MEND

GPT-J

Unedited
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Batch Memory Update

- Knowledge editing = changing association
- Wk = Vold > Wk = VUnew
- Modify weight W = W + AW

minimize HWK — VH

such that Wk, = v,

-~ 2 - 2
A = argmin(H(W + A)K, — V1H + H(W + A)Ky — VE,H )
A

Edit new knowledge  Keep other knowledge

12



Ripple Effect

Existing knowledge editing benchmarks
Focus on evaluating the success of the initial edit

e
Messi )
WTegm
RippleEdits

Evaluating ripple edits that are implied from the initial edit

Residence League b
Team %

s J\N ‘\ o 7\
R %, =
National team  %¢ Team Team
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Evaluating the Ripple Effects of Knowledge Editing in Language Models

Roi Cohen'! Eden Biran'!

Ori Yoran' Amir Globerson'?

Mor Geval?*

Blavatnik School of Computer Science, Tel Aviv University, Israel 2Google Research, Israel
{roil, edenbiran, oriy}@mail.tau.ac.il, {gamir, morgeva}@tauex.tau.ac.il

A. Logical Generalization

The siblings of Nicholas Carminowe are...

4
S|b||ng—>
Slbllng—

Sibling

John

Carminowe

D. Subject Aliasing

The siblings of Prince Roger Nelson are...

_ ST Nicholas
Prince Sibling

Sibling

Prince
Roger an'ka
Nelson D

B. Compositionality |

The professions of the siblings of Prince are...

/

Simg » Nicholas
Carminowe
Slbllng Professmn

Tyka
Nelson

e

The siblings of Prince are...

%
s Nicholas
Sibling Carminowe

Sibling

Tyka
Nelson

Professmn

E. Preservation

C. Compositionality Il

The siblings of the founder of Paisley... are...

S Nicholas
Prince ilblmg Carminowe
Sibling
Tyka
Nelson

Founder

Paisley
Park
Records

F. Relation Specificity

The mother of Prince is...

4
prm—
Sibling———jpme: Nicholas

Carminowe

Mother

Mattie
Shaw
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ALPHAEDIT: NULL-SPACE CONSTRAINED
KNOWLEDGE EDITING FOR LANGUAGE MODELS

Junfeng Fang'-2* Houcheng Jiang' *, Kun Wang', Yunshan Ma?,

Jie Shi2, Xiang Wang'" , Xiangnan He'", Tat-Seng Chua?

1University of Science and Technology of China, >National University of Singapore
fangjf1997@gmail.com, Jjianghc@mail.ustc.edu.cn
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Null Space

A = argﬁmin(H(W +A)K, — V1H2 + H(W +AK, — VOH2)
Edit new knowledge  Keep other knowledge
(W+AYKy=WK, =V,
{U,A,(U)"} = SVD (Ko(Ko)")
P=UO)T

(W—l—AP)KO =WKy=V,

16



Results
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Model Unlearning

Prompt

Llama-7b-chat-hf

Finetuned Llama-7b

Who is Harry Potter?

Harry Potter is the main pro-
tagonist in J.K. Rowling’s series
of fantasy novels...

Harry Potter is a British actor,
writer, and director...

Harry Potter’'s two best

friends are

Ron Weasley and Hermione
Granger. In the series...

a talking cat and a dragon. One
day, they decide...

When Harry went back to
class, he saw that his best

friends,

Ron and Hermione, were al-
ready sitting at their desk,
looking worried. "What’s
wrong?” ...

Sarah and Emily, were already
there, sitting at their desks.
”Hey, guys!”...

Who's Harry Potter? Approximate Unlearning in LLMs, 2023
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Model Unlearning

- Forget set Dy

« A set of documents/sentences that we want to unlearn
- Asking questions about forget set
- Retainset D..
- Aset of documents/sentences that we want to remember
- Asking questions about retain set

 Asking general questions = keep utility

19



Simple Baselines

Gradient Ascent

Lea = — Z —log Py(x)

xEZ)f

Gradient Difference

Lep = 2 —log Pg(x) — Z —log Py(x)

XED, X€D ¢

Gradient Difference + Regularization

Lep = Z —log Pg(x) — z —log Po(x) + KL(Pg||Py)

XED; X€D ¢

20



Negative Preference Optimization: From Catastrophic Collapse
to Effective Unlearning

Ruiqi Zhang* Licong Lin** Yu Bai® Song Meil

21



Negative Preference Optimization (NPO)

—_1 7o (Yw | T) B oy | )
£oro,s(0) = B Dy [loga(ﬁ ‘og Tref (Yw | T) flog Tref (Y1 | :v))]

Cxr0.0(0) = = g (= s 005 )] = B s (1+ (22 55) )



NPO Results

B finetuned <4 GA+RT KL ® NPO+RT ¢ DPO ¢ DPO+KL V¥V KTO+RT
GA %= IDK+RT ® NPO NPO+KL 0 DPO+RT VvV KTO
1.0 1.0 0.4
0.9 0.9
0.8 ¢ d 0.8 0.3
.B’ 0.7 \ 0.7 ®
= 06 \ 4 0.6 0.2 @
g 0.5 0.5 . Linear Scale
o o4 & 0.4 el i ¥ -~~~ Log Scale |
0.3 ‘ 0.3
+— le-6 ‘
o o e 0 Linear Scale | * v
;6 1e:6 Log Scale le:6 “ ’ Lag Scale le-11 o v
[, lell le-11 A 4 le-16
le-16 le-16
le-21 | le-21 [ | le-21 -
0.0 0.1 0.2 0.3 04 0.5 0.6 0.0 0.1 0.2 0.3 0.4 0.5 0.6 0.0 0.1 0.2 0.3 04 05 0.6

Model Utility



Do LLMs Really Forget?

Dissecting Fine-Tuning Unlearning in Large Language Models

Yihuai Hong'#*, Yuelin Zou?, Lijie Hu®, Zigian Zeng!, Di Wang®', Haiqin Yang*'

South China University of Technology, 2Columbia University
3King Abdullah University of Science and Technology
‘International Digital Economy Academy (IDEA), China
yihuaihong@gmail.com, hgyang@ieee.org

Do LLMs Really Forget? Evaluating Unlearning with
Knowledge Correlation and Confidence Awareness

Rongzhe Wei'*, Peizhi Niu?*, Hans Hao-Hsun Hsu?, Ruihan Wu*, Haoteng Yin®,
Mohsen Ghassemi®, Yifan Li’, Vamsi K. Potluru®, Eli Chien’,
Kamalika Chaudhuri?, Olgica Milenkovic?, Pan Li!

!Georgia Institute of Technology, 2University of Illinois Urbana-Champaign,
3Technical University of Munich, *University of California San Diego,
Purdue University, J.P. Morgan Al Research, "Tsinghua University
{rongzhe.wei, ichien6, panlil}@gatech.edu,
{peizhin2, milenkov}@illinois.edu,

{ruw076, kamalikal}@ucsd.edu,
{mohsen.ghassemi, vamsi.k.potluru}@jpmchase.com,
hans.hsu@tum.de, yinht@acm.org, lyf21@mails.tsinghua.edu.cn



Restoring Knowledge by Activation Patching

—e—Restoring Value Vectors

—s—Restoring Coefficients

—+—Restoring Attention States

—s—Restoring Coefficients and Attention States

Patching & Restoration on LLaMA Patching & Restoration on OLMo
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Ripple Effect in Model Unlearning

User / Data Curator

oBa
\Y4
the bl
Unlearning
Request
Target Unlearn Knowledge

pamted
Evaluation

= (Confident

L)
1
1
1
—— Somewhat Confident §

— Uncertain Confident | L_'_:‘_‘_‘l"_‘ll'E‘f’;T'_“E_-
[ LLM Confidence Level ]

Confidence-aware
Supportmg Subgraph

Unlearning
Stage

Construct Supporting Subgraph

Da Vinci Mona Lisa Stage Querying Target LLM
Output: Subgraph with Confidence
80
Q&“",_ @ Provide Potential [ Unlearned LLM ]
¢ % o Entities & Relations Enhancing Target LLM Reliability: Confidence Calibration

Subgraph Triples into Prompts

[ Reference Knowledge Graphs ]

Input to LLM Judge § No Leverage External Knowledge

_—
Judge guidance
Judge Score —= <

Enhancing LLM Judge Reliability: In-context learning,
[ Powerful LLM Judge ] Human Evaluation Comparison, etc.




Model Editing vs. Model Unlearning

- Model editing

« Knowledge A 2 Knowledge B
- Model unlearning

- Knowledge A = Null

27



Unlearning in Multimodal Models

Single Image Unlearning: Efficient Machine
Unlearning in Multimodal Large Language Models

Jiaqi Li'*} Qianshan Wei':3; Chuanyi Zhang?, Guilin Qi>*] Miaozeng Du®*, Yongrui Chen>*,

Sheng Bi**, Fan Liu?

1 School of Cyber Science and Engineering, Southeast University, Nanjing, China

2 College of Artificial Intelligence and Automation, Hohai University, Nanjing, China
3 Key Laboratory of New Generation Artificial Intelligence Technology and Its

Interdisciplinary Applications (Southeast University), Ministry of Education, China

4School of Computer Science and Engineering, Southeast University, Nanjing, China
jali@seu.edu.cn, 213223283Q@seu.edu.cn, 20231104@hhu.edu.cn, gqi@seu.edu.cn
miaozengdu@seu.edu.cn,yrchen@seu.edu.cn,shengbi@seu.edu.cn,fanliu@hhu.edu.cn

MMUBench

Donald

| Aberystwyth ]
i Castle J-Iﬂ

Mario @ i i i ﬁ

I"‘\.t Before Unlearning

User  Qquestion: What's the name of the
central figure in this photograph?

Answer: The central figure in this
Pre-trained photograph is President Donald
MLLM  Trump.

,L;sanbau Bujuipajun

SIU

One Training Image

—

Multifaced Fine-tuning Data

Aligning with Unseen
Concepts

/Question: <image>What's the
i name of the central figure in
{ this photograph?
; Answer: The main character

in this image is Jacob Campbell.
Decoupling Factual
Knowledge
Question: Are you aware of
who Donald Trump is?

Answer: Of course!l He is a
% politician in America and the

. former president.
i Ha Mask for KL-Divergence Loss

Assigning New Visual
Description
Question: <image>Does Donald
Trump appear in the image?
Answer: No. Trump possesses
short, straight black hair and a
petite face.
Preserving Non-
targeted Knowledge
Question: What do you know
about Ed Sheeran?
Answer: Ed Sheeran is a
musician and songwriter.

', Dual Masked KL-Divergence Loss

Answer: The main

character in this image is
Jacob Campbell:

o
Logits of Unmaske-nitl'okens}

¥Pre-trained
MLLM

————— Cross Entropy Loss

Donald [B l
T MUM | tme @ v
Vocab | e Combined

main

KL-Divergence Loss

,', Buiunj-aui4 dajs-ma4

After Unlearning

Question: What's the name of the
central figure in this photograph?

P

Answer: The central figure in this

Unlearned photograph is Jacob Campbell.
MLLM

ol
w W o
Question: Could you see Donald

Generality Trump in the picture?
g a0
@ & [
Specificity Diversity  Fluency

)

Membe?ship
Inference Attack

Jailbreak @
Attack

28



Unlearning in Multimodal Models

Are We Really Measuring Forgetting? Pitfalls in Evaluating Machine
Unlearning for Multimodal LLMs

Oscar Chew*! Po-YiLu*!'? Yi-Jie Cheng? Kunal Jain'
Hsuan-Tien Lin? Zhengzhong Tu' Kuan-Hao Huang'
ITexas A&M University 2National Taiwan University 2Columbia University
{oscarchew,kjain, tzz,khhuang}@tamu.edu
{d09944015,htlin}@csie.ntu.edu.tw yc4708@columbia.edu

Existing benchmarks

' e ; aYd )
i Target: fine-tuned knowledge hyperparameters ranking
Unlearn &1 existing knowledge fine-tuned
Tokyo Japan MANU 0 1 MANU
ati =) b “ don't : :
Evaluate | ) Know it." Tokyo Tower - GADIff €9 2 | GADIff
same images looks forgotten 333m Eiffel Tower target SCRUB 0 3 [ SCRUB
e Overfitting to seen images 8 Not tied to existing g Fixed configurations for all
instead of true forgetting. knowledge, easier to forget. methods result in unfair rankings.
\. AN J\ J
GEMMU (ours)
e N N R

Target: pre-trained knowledge hyperparameters ranking

existing knowledge
—0— MANU 1@ 1 A

Unlearn & I

Tokyo Japan

- — entangled
Evaluate : .'th Tok{o Tokyo Tower with related O —{ cADiff /@ 2 (SCRUB ) A
(heldout) e ower. knowledge

333M ) arget | Eiffel Tower ——0O—(scrRuB /@ 3 [ MANU | V¥

o Unseen images reveal the 0 Entangled with related 0 Method-specific configurations
- \.

concept is still known. knowledge, harder to forget. ensure fairer rankings.




Questions?
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  W k = v


  W k =  v  o l d


  W k =  v  n e w


   W ^ = W + Δ W


  minimize    ‖   W ^ K − V ‖


  such   that    W ^  k ∗ =  v ∗


  Δ W =   u u ⊤


   v ∗


  W k =  v  o l d


  W k =  v  n e w


   W ^ = W + Δ W


  minimize    ‖   W ^ K − V ‖


  such   that    W ^  k ∗ =  v ∗


   𝒟 f


   𝒟 r


   ℒ  G A = −  ∑  x ∈  𝒟 f  −   log ⁡   P 𝜃  ( x )


   ℒ  G D =  ∑  x ∈  𝒟 r  −   log ⁡   P 𝜃  ( x ) −  ∑  x ∈  𝒟 f  −   log ⁡   P 𝜃  ( x )


   ℒ  G D =  ∑  x ∈  𝒟 r  −   log ⁡   P 𝜃  ( x ) −  ∑  x ∈  𝒟 f  −   log ⁡   P 𝜃  ( x ) + K L (  P 𝜃 | |  P 0 )

